
Semantic Segmentation Learning for Autonomous
UAVs using Simulators and Real Data

Bianca-Cerasela-Zelia Blaga, Sergiu Nedevschi
Technical University of Cluj-Napoca

Computer Science Department
Cluj-Napoca, Romania

Email: {Zelia.Blaga, Sergiu.Nedevschi}@cs.utcluj.ro

Abstract—Deep learning requires large amounts of data for
training models. For the task of semantic segmentation, manual
annotation is time-consuming and difficult. With the recent
advances in game engines, simulators have become more popular
as they can instantly generate ground truth data for multiple
sensors. In this paper, we make a thorough survey of the most
recent and popular simulators and synthetic datasets, exploring
solutions for semantic segmentation on images taken from drones.
We also propose an extension of the CARLA simulator by
introducing an aerial camera. We evaluate a deep learning model
trained on both synthetic and real data and present a new dataset
which comprises both.

Keywords— autonomous vehicles, deep learning, semantic
segmentation, simulators, synthetic data, UAVs.

I. INTRODUCTION

The domain of autonomous cars is continuously increasing
and speeding towards level 5 of autonomy [1], which means
that the vehicles do not require any external control when
traveling. Lately, a lot of research is directed towards flying
cars [2], the technology of the future, which will change the
way in which we view transportation. For example, a lot of
startups like Bell [3] are testing their platforms and flying taxis
are expected to appear by 2025.

Perception is the first step to achieve autonomous driving,
be it for cars or Unmanned Aerial Vehicles (UAVs) [14]. The
environment is recorded with various sensors such as cameras,
laser scanners, and radars, and various algorithms are applied
to achieve scene perception. For example, depth and optical
flow estimation, which is needed for finding the position and
motion of objects from the scene. Another important process-
ing step is finding the semantic segmentation, which gives the
classes of entities around the vehicle. Next, object detection
and tracking enhance the understanding of the environment,
and further steps like planning and control can be applied.

To achieve a high level of accuracy on any of these tasks,
methods like deep learning are used. These require large
amounts of recorded data. For the task of semantic segmen-
tation, information from the camera is needed, together with
labeled annotations, but manual labeling is time-consuming
and difficult, taking up to one hour for a single frame. Since
the recent advances in game engines, simulators have emerged,
which enable fast data recording, with multiple sensors at
once. Semantically labeled images are obtained instantly, ei-
ther by using a simulator or a readily available virtual dataset.

Simulators Synthetic datasets

a) Gazebo [4] f) SYNTHIA [5]

b) Udacity [6] g) Sintel [7]

c) Sim4CV [8] h) GTA V: Playing for Data [9]

d) AirSim [10] i) GTA V: Driving in the Matrix [11]

e) CARLA [12] j) Virtual KITTI [13]

Fig. 1: Images from simulators and synthetic datasets.

Other papers such as [9], talk about the existing synthetic
sets, but they do not compare the different characteristics of
simulators.

In this paper, we will present some well-known simulators
and synthetic datasets in Section II. We have chosen the most
representative ones, with direct applicability on computer vi-
sion tasks. For each one, we discuss their characteristics, some



particularities, and advantages or disadvantages it presents.
Based on the downsides that we noticed, we propose future
work directions; we also present an extension to the CARLA
simulator by introducing a drone camera sensor, both of which
are presented in Section III. We test the performance of a deep
learning framework on synthetic data gathered using an aerial
camera in the CARLA simulator and analyze the obtained
results in Section IV.

II. SURVEY ON SIMULATORS AND SYNTHETIC DATASETS

Simulators are computer programs that model some aspects
of the real world with the purpose of generating virtual
recordings of scenarios that are scarce in existing data. In
this section, we look at the most popular simulators for
autonomous driving, analyzing their components in terms of
virtual environments, dynamic objects, robots, and sensors.
The simulators and synthetic datasets that we will present in
the next sections can be seen in Figure 1.

A. Gazebo

Gazebo [4] is a robot simulation tool that provides a
platform for testing algorithms, designing robots, and training
agents in realistic environments. It has been used as simulation
environment for competitions like DARPA Robotics Challenge
(DRC) [15], NASA Space Robotics Challenge [16] and Virtual
RobotX Competition (VRX) [17].

The simulator has a complex physics engine that supports
robots like B21, cob (Care-O-bot), cars and quadrotors. The
suite of sensors is comprised of monocular and stereo cameras,
depth cameras, LiDARs, radars, sonars, GPS, and altimeters.
In Gazebo, complex 3D environments can be created, in which
the robots, objects, and obstacles are placed. Various lighting
conditions can be obtained thanks to the physical engine for
illumination. For example, a possible application is structure
scanning using a drone, as presented in [18].

The biggest advantage that this simulator brings is the time
it takes to create the desired setup for testing the implemen-
tation of algorithms. It works tightly with Robot Operating
Systems (ROS), so deployment on real-life robots is fast.
One disadvantage would be the low level of realism of urban
scenarios. This depends on the objects imported in the project,
and it is a time consuming task to replicate the high level of
complexity cities in the real world display.

B. Udacity Simulators

For Udacity’s Nanodegree online courses, the Self-Driving
Car simulator [6] was built. It can be used to manually drive a
car and generate training data for machine learning algorithms.
There are two simulation modes: training - where the user
drives the car manually and records images, and autonomous
- for testing the trained models. The objective is for the car
to follow the lane and avoid going off track. The input is
represented by 2D images, and the outputs are the steering
angle and throttle. The simulator uses Unity as game engine,
thus the project can be easily modified to change the scene or
insert more objects. In addition to the car simulator, Udacity

provides a drone simulator for its Flying Car nanodegree
program. In this course, the students learn about planning
tasks, drone controls, estimation, and autonomous flight. A
more complex simulator is built in collaboration with Unity,
presented in [19].

One big disadvantage of the car simulator is the simplistic
scenario in which the cars have to drive. There are no obstacles
on the road, but this is compensated by the case in which mul-
tiple cars are present on the road. A disadvantage of the flying
car simulator is that it is focused more on quadrotor physics
and controls, and less on computer vision tasks. There is one
application that talks about GPS denied navigation, which uses
optical flow and particle filters to achieve autonomous flight.

C. Sim4CV

Sim4CV [8] is a simulator built in Unreal Engine 4 that
has a wide range of usability options for autonomous vehicles
and UAVs. It is more suitable for reinforcement learning, and
evaluation on pre-defined tracks. The available data provided
is in the form of images, videos, image labels, segmenta-
tion/bounding box, depth, user input, physics, and camera
location. There are five categories of applications, divided by
the system using them: for autonomous vehicles - autonomous
navigation, and urban scene understanding; for UAVs - object
tracking, 3D reconstruction, multi-agent collaboration, and
aerial surveying; for pedestrian surveillance purposes - pose
estimation, action recognition, and crowd understanding; for
indoor agents - object detection, and indoor scene understand-
ing; and finally, human training.

Besides the scenario complexity that this simulator brings,
it also has the advantage of being easy to modify by its users.
Thus, the configuration can be changed based on the needs of
different applications. A map creation tool is provided, that
includes elements like roads, trees, buildings, etc. that can be
used to create a new track.

One disadvantage we noticed is that the game engine is
highly intensive on the system, as it requires a lot of hardware
resources. This slows down the data gathering time. Another
disadvantage is the low level of realism and a high level of
repeatability that the provided environments bring. In order to
improve on these, the gap between the real and the simulated
world can be shrunken by improving the physics, adding more
weather conditions, different times of a day, improving the as-
pects of the static and dynamic objects from the environments,
and adding noise to the sensors.

D. AirSim

Another simulator that is built on top of Unreal Engine 4 is
AirSim [10]. This game engine comes with complex materials,
lights, and shadows for photo-realistic imagery. It has a higher
level of naturalness than the previously presented simula-
tors. This is due to the many available environments, which
are: Blocks, AirSimNH (small urban neighborhood block),
CityEnviron (large environment with moving vehicles and
pedestrians), ZhangJiaJie (Zhangjiajie mountains in China),
Forest (dense Redwood forest), Warehouse (with forklifts),



TrapCam (dynamic forest environment for cameras detection
of animals), Plains (Windmill farm), Coastline (short segment
similar to Maui’s Hana road), Africa (uneven terrain and
animated animals), TalkingHeads (Human head controllable
via AirSim Character APIs), SimpleMaze (maze for car or
drone), and Mountain Landscape (with power lines). The
pedestrian movement is close to reality, but still has a low
level of complexity.

The drone physics are accurate and helpful to record aerial
imagery, but the interactions are limited to gravity and simple
collisions. Another big disadvantage is represented by the
inconsistencies of the semantic segmentation. There is no clear
labeling system that maps a class to all objects. For example,
the vegetation is split into multiple parts, which is incorrect.

E. CARLA

CARLA (Car Learning to Act) [12] is a complex urban
driving simulator, that uses Unreal Engine 4. It comes with
6 different towns, that combine modern and rural styles. The
models for objects like buildings, cars, traffic signs or traffic
furniture are diverse, making it look realistic. The physics
engine and the Python API for control and recording tasks are
easy to learn so the user can take recordings in a fast manner.
CARLA also has a well-established semantic segmentation
labeling sensor, that outputs labeled images which contain 13
classes inspired from the Cityscapes dataset [20].

One advantage is that sensors can be used at the same
time for simultaneous recordings. Multiple cameras can record
both images and segmentation maps, together with depth
information and the point cloud of the scene. Another strong
point that we have noticed is that the laser scanner mimics
real-life recordings, as LiDARs tend to suffer from data
desynchronization, especially when the car is moving. For the
existing sensors, the level of realism can be improved by using
the method proposed in [21]. AVFI can inject faults in data
measurements, hardware components, recording timing, and
in machine learning parameters, thus making the simulation
environment resemble a real-life scenario.

A disadvantage that we noticed in this simulator is related
to pedestrian control. Only two of the six available towns have
walker spawn points on the sidewalk, which means that the
person objects would spawn on the roads too. This means
more tweaks in the simulator interface to obtain the desired
behavior. Also, the pedestrians only move along one axis, and
there is no level of autonomy like in AirSim.

In the next sections, we talk about the most recent synthetic
datasets for autonomous driving. These are artificially created
and recorded from simulation engines. They have specific
applicability, usually containing a limited amount of recorded
data, being collected with a small amount of sensors.

F. SYNTHIA

In [5], the SYNTHIA dataset is presented. This is a synthetic
collection of imagery and annotations, containing more than
20,000 photo-realistic images taken in an urban scenario.
The data contains a large variety of scenes, from modern

cities to European style towns, from highways to green areas,
captured in the four seasons (spring, summer, fall, and winter),
with the world being populated with dynamic objects such
as cars, pedestrians, and cyclists. In addition to the semantic
segmentation, the dataset contains ground truth for depth and
egomotion.

An advantage of this dataset is the contents which are
recorded using cameras that cover a 360◦ view. Also, the data
is recorded in various weather conditions, such as several day
times with dynamic lights and shadows, rain and nighttime.
This is useful because images taken in the dark, for example,
are difficult to manually annotate. Using synthetic data and
simulators that automatically create labels, this problem is
solved.

A disadvantage of this dataset is represented by the low
level of realism of some elements from the virtual world.
Additionally, the simulation environment is not available, so
further developments and the generation of new ground truth
recordings are not possible.

G. Sintel

The work in [7] presents a set with the focus on providing
ground truth data for optical flow. The authors provide 3
synthetic datasets, with over 35,000 stereo frames for which
optical flow, disparity, and disparity change are given. The first
one is called FlyingThings3D, with its main usage being for
depth and flow estimation. Additionally, it contains ground
truth for segmentation and motion boundaries. The second
dataset is called Monkaa and was generated from a short
animated film with the same name. The last dataset is Driving,
that provides a higher level of realism than the previous two.
It was created to resemble the KITTI dataset [22], mimicking
road environments. The importance of the dataset is proven by
training on it a network for joint estimation of disparity and
optical flow. The evaluation shows that the datasets perform
well on these tasks, and the training results can be further
applied to real-life data.

A disadvantage of the dataset consists of the low level
of complexity in the case of the Driving Dataset, and the
unavailability of the simulation engine used to generate the
recordings.

H. GTA V: Playing for Data

In [9], a method to generate semantic labels maps for images
extracted from the video game GTA V (Grand Theft Auto 5) is
presented. The generated dataset consists of over 24,000 high-
resolution images, together with the semantic annotations, and
it is publicly available.

One big advantage of this piece of work is the availability
of the labeling tool. This is useful when generating new data
because the process of annotation using the provided tool takes
less than having to manually annotate the images. The authors
report that on average, it takes 7 seconds per image to generate
the semantic segmentation. There are also various weather
conditions in which the dataset can be collected: rain, day,
or dawn.



A disadvantage would be that this dataset contains only one
camera view. It would be helpful if multiple cameras with
different orientations can be used to generate images at the
same time. Also, no positioning information is given regarding
the car or the objects from the scene - i.e. depth. Thus, using
an alternative dataset for more elaborate sensor data is needed.

I. GTA V: Driving in the Matrix

The dataset presented in [11] resulted from using the open
source video game GTA V, and the research was conducted
by UM & Ford Center for Autonomous Vehicles (FCAV).
The simulation engine was employed to rapidly generate
photo-realistic computer images which were used to train
machine learning algorithms. The recordings were done at
different times of the day, including morning, day, dusk,
and night, and in various weather conditions: clear, overcast,
raining, and light snow. The dataset contains images recorded
automatically, together with bounding boxes for the objects
depicted in the environment. The authors prove that their deep
learning architecture which is trained on synthetic imagery
obtains better results than those who are trained on real data
for detection and classification of objects.

The advantage of this work is that the simulator is open
source, therefore researchers can use it to record specific
scenarios. For example, [23] talks about creating a tracking
dataset using this virtual environment. Additionally, depth
images are generated using the engine’s depth buffer.

J. Virtual Kitti

Virtual KITTI [13] is a synthetic dataset that mimics its
real-life counterpart, the KITTI dataset [24]. The idea started
from the need to generate more annotated ground truth data,
recorded in various conditions, and with a great level of flexi-
bility. The dataset consists of 50 high-resolution monocular
videos, with more than 20,000 frames in total, that were
generated from 5 virtual worlds. The engine used is Unity,
and the data consists of 2D images, depth images, seman-
tic segmentation annotations, 3D point clouds, semantically
annotated objects, flow labels, the position of camera and
objects, and the trajectory of cars. Additionally, the data was
recorded in a variety of different weather conditions: sunny,
fog, overcast weather, and rain mimicking real-life conditions.
A limitation of this dataset is that it only contains ground level
data, and cannot be used for aerial tasks. A flying camera can
be inserted in the virtual environment to generate data similar
to the one recorded from UAVs.

A disadvantage is the lack of noise which can be added to
enhance the realism of the data recordings. No motion blur or
positioning errors are reported, things which are most often
encountered in datasets recorded from real cars. This issue is
solved in [25], where an augmentation method is proposed to
add texture to cars and the background. Another disadvantage
is that the simulator is not open-source, therefore if someone
wants to use it for their own research, it is not available.

TABLE I: Contents and capabilities of the simulators and
synthetic datasets.

Simulator #images Camera Depth Flow Labeling 3D data Position
Gazebo [4] - 3 3 3 7 3 3
Udacity [6] - 3 7 7 7 7 3
Sim4CV [8] - 3 3 7 7 7 3
AirSim [10] - 3 3 7 3 3 3
CARLA [12] - 3 3 7 3 3 3
SYNTHIA [5] 20,000 3 3 3 3 7 7
Sintel [7] 35,000 3 3 3 3 7 7
GTA V [9] 24,000 3 7 7 3 7 7
GTA V [11] 200,000 3 7 7 3 7 7
Virtual Kitti [13] 25,000 3 3 3 3 3 3

TABLE II: Semantic segmentation classes for different simu-
lators and synthetic datasets.

CARLA [12] SYNTHIA [5] GTA V [9] GTA V [11] Virtual Kitti [13]
Unlabeled Sky Road Cat Buidling
Building Building Buidling Sofa Car
Fence Road Sky Sheep Guard rail
Other Sidewalk Sidewalk Boat Misc
Pedestrian Fence Vegetation Bus Pole
Pole Vegetation Car Motorbike Sky
Road line Pole Terrain Cow Terrain
Road Marking Wall Dog Traffic light
Sidewalk Car Truck Horse Traffic sign
Vegetation Sign Pole Car Tree
Car Pedestrian Fence Pottedplant Truck
Wall Cyclist Bus Tvmonitor Van
Traffic Sign Person Person Vegetation

Traffic light Aeroplane
Traffic sign Diningtable
Train Bicycle
Motorcycle Bird
Rider Train
Bicycle Bottle

Chair

III. FUTURE DIRECTIONS FOR SIMULATION ENGINES

Table I presents a summary of the available sensor readings
from the simulators and the contents of the synthetic datasets.
We can observe that the simulators provide positioning infor-
mation, whereas only the Virtual Kitti dataset [13] gives it
too. AirSim [10] does not provide the ground truth for optical
flow, but [26] provides a method to extract it. Based on the
available contents of each dataset, users can choose the one
that best fits their problem.

Since we focus on the semantic segmentation task, we
compared the available classes that are present in the obtained
labeled images. We observe that the classes display a large
degree of variability, SYNTHIA [5] containing the least num-
ber of classes (12), and GTA V [11] - the biggest (19). These
can be seen in Table II. The dataset presented in [11] uses
the classes from Pascal VOC [27]. We conclude that using
all these sets at the same time is not feasible, due to these
differences.

The main issue of synthetic datasets is their fixed contents,
which may results in bias when applied to learning algorithms.
A solution for this is represented by generative adversarial
networks (GANs), that can improve the realism of the images.
For example, night-time imagery can be generated from day
time recordings [28]. Also, style transfer can be used to apply
realistic textures on virtual objects as seen in [29] [25] [30].
Lucid Data Dreaming [31] is another dataset augmentation
method that generates new frames based on a single input.
It can randomly transform objects, it can fill the background
with random information, and can also remove objects. This
system is explored in [32] for the video segmentation task.



Fig. 2: The keys used for drone camera control. c©Keychron
TABLE III: Rules for changing the drone’s position.

Key Control Location or rotation
update

T Move forward x = x+ c
G Move backward x = x− c
F Move left y = y − c
Y Move right y = y + c
U Move up z = z + c
J Move down z = z − c
I Rotate pitch forward β = β − a
K Rotate pitch backward β = β + a
O Rotate yaw left α = α− a
L Rotate yaw right α = α+ a
P Rotate roll left γ = γ − a
; Rotate roll right γ = γ + a

Virtual goggles can also be used by robots, not only humans,
as [33] argues. VR Goggles close the gap between the real
and virtual worlds by translating real-world sensor readings
into the simulated environment. This is especially useful when
training networks on synthetic datasets, and then testing on
real data. The system takes real images and translates them
to synthetic ones, using semantic segmentation as a bridge.
Gazebo [4] is used for indoor simulations, while CARLA [12]
- for outdoor cases.

Simulators have the disadvantage that the user has to man-
ually record all data or make changes for different recording
modes and scenarios. For example, in the case of CARLA
[12], even though the car has the autopilot mode, unforeseen
faults in the system like a cyclist getting stuck on the road, can
hinder the whole traffic. Also, the other participants have well-
defined behaviors that do not resemble the chaos encountered
on roads. To address these issues, [34] proposes a probabilistic
programming language to generate more meaningful data
based on scenario descriptions. Examples are applied on the
GTA V simulator, for scenarios like a badly parked car on the
road, a car door opening, or bumper-to-bumper traffic.

More complex simulators exist, such as Metamoto [35],
which is dedicated for big enterprises and needs a monthly
subscription to have access to all available tools. This engine
allows multi-sensor simulation, using LiDAR, camera, radar,
GPS, IMU, V2V, and HD maps. Different weather and road
conditions, as well as times of the day are available, together
with pedestrians, lane markings, and various traffic conditions.
The system allows for the parametrization of sensor placement,
environment noise, latency, failure rates, sensor settings, con-
troller settings, and vehicle properties.

We experimented more with the CARLA simulator [12],
and have noticed that the semantic segmentations are not
consistent. The terrain, which represents a big part of the
environment is not labeled, and in some frames, it is taken as
part of the sidewalk. In town 5, the sidewalk is missing as a
class. These issues come from the annotation logic, employed
by the creators, which takes the folder name of the 3D virtual
object as the semantic class. This can be changed to take into
account the object tags, a feature that game engines provide.
Using it, each object can receive an identifier, and all elements
with the same tag can be accessed at the same time.

Unlike Sim4CV [8] and AirSim [10], CARLA [12] does not
provide an UAV system, and it is not considered as a future
addition. Since our work is focused on aerial imagery, and
because we wanted to exploit the high fidelity and complexity
of the simulator, together with the automatically generated se-
mantic segmentation annotations, we propose the introduction
of a drone camera sensor. Because we just need recordings of
the environment at different altitudes and inclination degrees,
accurate modeling of physics is not needed. We modify the
Python API to create a recording script based on the one
provided in CARLA. In the manual control python file, we
modify the camera by not attaching it to the spawned vehicle.
This is done in the set sensor function.

Because the original parent cannot be removed from the
scene, we move it at location (1000, 1000, 1). In this way,
we make sure that it will not affect the traffic or will not
be seen in the images. The next step is to add control
logic in the CameraManager class. We create a function that
handles all the possible modifications of the camera location,
which is triggered by the user pressing keyboard buttons. The
key bindings used are seen in Figure 2, while the specific
transformations are in table III, with c = 3 and a = 5. We
consider the x-axis forward, the y-axis to the left and the z-
axis upward. The yaw, pitch and roll angles are represented by
α, β and γ. By making these changes we can take a variety
of aerial images, and are able to record data as if it was from
a drone.

IV. SEMANTIC SEGMENTATION FOR UAVS

Semantic segmentation is an important component needed
for scene perception. Taking as input an RGB image and
applying a deep learning model, the system can output the
classes of objects from the scene. We use the aerial camera
we integrated into the simulator CARLA to record frames,
with the ground truth for images and semantic segmentations.
However, we noticed some problems in the annotated images,
such as lack of pedestrians and incorrect labelings. Also, since
we want to use this system on a real drone, we decided to test
against a real dataset, particularly the one from TUGRAZ [37],
but the annotations contain different classes than we obtain
from the simulator. We have decided to merge the two types
of data to create a new dataset that uses the advantages of
both and solves the existing problems which were previously
highlighted.



Image Ground truth Case 1 Case 4

Fig. 3: ERFNet [36] evaluated on the synthetic dataset. From left to right: RGB image, ground truth for semantic annotation,
inferred image when network is trained on CARLA, inferred image when the network is trained on the merged dataset.

Image Ground truth Case 3 Case 5

Fig. 4: ERFNet [36] evaluated on the real drone dataset. From left to right: RGB image, ground truth for semantic annotation,
inferred image when network is trained on the real dataset, inferred image when the network is trained on the merged dataset.

We chose representative images from both the ones recorded
using CARLA and from the TUGRAZ dataset, together with
some images from real drone datasets found at [38]. In total,
we obtain 179 synthetic images and 64 real ones. We labeled
again the images from the first two sources, for example by
adding terrain and water in the images from the simulator, and
by merging the classes grass, dirt and pavement into terrain.
We trained and tested the encoder-decoder network on multiple
scenarios:

• Case 1: trained and validated on CARLA
• Case 2: trained on CARLA, validated on real dataset
• Case 3: trained and validated on real dataset
• Case 4: trained on merged dataset, validated on CARLA
• Case 5: trained on merged data, validated on real dataset
• Case 6: trained and validated on merged dataset

The results for precision and IoU (Intersection over Union)
can be seen in tables IV and V, where the best values for each
class are highlighted. We noticed that the network trained on
the synthetic dataset performs poorly when tested on the real
one, but the results can be improved when merging the two
types of data. The most important comparisons are between
cases 1 and 4, and 2 and 5, which are highlighted for better
visibility. Overall, the performance increases when the system
is trained on the merged dataset and tested on the real one,
and the average best results are always obtained when trained
and validated on both datasets.

Classes that are poorly represented in the real dataset, such
as poles and traffic signs, obtain worse performances for cases
5 and 6. It can also be seen that even though there are no
pedestrians in the synthetic dataset, this is compensated by



TABLE IV: Precision values.

Class Case 1 Case 2 Case 3 Case 4 Case 5 Case 6
Unlabeled 81.94 3.89 39.04 77.90 52.78 70.38
Building 95.96 17.54 94.70 96.13 97.01 96.27
Fence 57.77 13.37 73.96 53.84 62.07 57.58
Other 75.26 11.36 79.26 76.17 79.96 77.72
Pedestrian 0.00 0.00 69.08 27.10 69.18 69.07
Pole 53.04 3.65 0.00 56.82 54.04 58.16
Road line 68.97 27.04 65.21 70.59 53.09 69.03
Road 97.83 81.21 96.13 97.95 96.07 97.51
Sidewalk 96.28 20.76 89.60 95.33 92.36 94.76
Vegetation 85.40 60.86 86.03 80.29 86.93 82.11
Terrain 94.78 52.04 93.09 96.14 95.85 96.02
Car 90.40 50.29 90.21 82.40 92.25 84.66
Wall 76.78 16.43 74.38 79.57 72.66 77.65
Traffic sign 64.45 0.00 0.00 57.66 0.00 53.94
Water 93.26 0.00 91.38 90.49 89.54 89.85
Rider 51.32 0.00 65.88 46.58 68.33 54.17
Bicycle 49.58 6.48 55.47 45.68 55.76 54.12
Average 72.53 21.47 68.44 72.39 71.64 75.47

TABLE V: IoU results.

Class Case 1 Case 2 Case 3 Case 4 Case 5 Case 6
Unlabeled 76.76 2.28 30.66 71.77 29.39 54.78
Building 91.64 17.33 89.00 91.33 94.15 91.79
Fence 49.05 0.67 63.62 45.46 58.62 51.39
Other 68.18 3.85 66.08 64.99 70.12 67.41
Pedestrian 0.00 0.00 65.01 26.34 64.87 65.03
Pole 39.58 2.45 0.00 36.10 31.78 36.60
Road line 66.37 13.96 30.98 66.73 41.57 64.07
Road 93.55 24.27 91.06 92.90 92.54 92.75
Sidewalk 90.25 11.87 81.01 89.21 82.00 87.96
Vegetation 77.26 29.63 78.25 75.68 81.16 77.14
Terrain 88.15 19.20 83.45 87.40 84.23 86.24
Car 85.68 18.89 83.76 79.51 88.33 81.52
Wall 68.77 3.92 61.33 67.41 60.63 65.51
Traffic sign 39.63 0.00 0.00 33.48 0.00 32.00
Water 90.85 0.00 90.28 87.73 88.63 88.01
Rider 30.15 0.00 25.95 21.49 32.94 26.85
Bicycle 42.63 0.65 50.02 40.31 52.41 50.43
Average 64.62 8.76 58.28 63.40 61.96 65.85

the real data recordings. On the other side, for classes that
contain more ground truth examples in the virtual set than
in the real one, such as pole and road line, the performance
decreases when trained on both types. We can infer from here
that consistency is very important, across all forms of recorded
data. Attention must be paid to under-represented classes and
more ground truth data has to be collected for them.

The next evaluation we did was by comparing the perfor-
mance of the original synthetic recordings with a fine-tuned
version. Therefore, we denote with CARLAv1 the dataset
containing 30,000 images from the simulator, with the original
13 classes, and with CARLAv2 a dataset obtained by merging
CARLAv1 with 400 images from TUGRAZ. We mapped the
classes from the real dataset as follows: in unlabeled we
put dirt, grass, gravel, pool, unlabeled, water; in building -
door, roof, window ; in fence - fence; in other - ar-marker,
conflicting, dog, obstacle, rocks ; in pedestrian - person; in
pole - fence-pole ; in road - paved-area; in vegetation - bald-
tree, tree, vegetation; in car - bicycle, car; in wall - wall.
Classes road line, sidewalk and traffic signs are not represented
in this dataset.

After we fine-tune the synthetic data with real-life record-
ings, we obtain the results for precision and IoU presented in
table VI. It can be noticed that on average, the second version
performs better for both metrics, mostly due to the introduction
of the pedestrian ground-truth data. Overall, the performance

TABLE VI: Evaluation results before and after fine-tuning the
dataset.

CARLAv1 CARLAv2
Class Prec. IoU Prec. IoU
Unlabeled 94.12 86.46 93.06 89.96
Building 92.98 90.69 92.84 88.68
Fence 65.40 48.91 63.82 38.49
Other 71.58 53.54 72.49 58.78
Pedestrian 0.00 0.00 94.01 71.56
Pole 67.87 33.52 67.01 29.78
Road line 78.46 74.47 77.98 74.23
Road 98.50 95.09 99.08 96.86
Sidewalk 94.85 89.23 90.45 88.91
Vegetation 87.62 81.45 84.18 73.34
Car 88.86 84.02 89.38 84.78
Wall 88.56 79.05 76.29 68.63
Traffic Sign 58.24 37.73 55.87 34.83
Average 75.92 65.70 81.27 68.91

of the second dataset is close to the first one, the difference
being on average +4.03 for precision and +4.25 for IoU. The
results are promising, considering the ratio of 75 : 1 between
the synthetic and real datasets. In the future, the performance
can be enhanced with the addition of more images from real
life.

We can compare the two experiments by looking at some
common classes. Better performances are obtained for classes
such as unlabeled, pedestrian, pole, road line, vegetation, car,
and traffic sign, while for the others, low scores are obtained
due to faults in the annotations. The semantic labels provided
for the TUGRAZ dataset contain inconsistencies that can affect
the classification results, such as instances when buildings are
separated into roof, window, door, wall, and gravel, or parts
from fences are sometimes labeled as walls or poles. We can
conclude that the merged dataset can provide more accurate
ground truth data, but ultimately fine-tuning a large synthetic
dataset with a smaller real one gives the best results.

The system specifications are: Ubuntu 18.04 operating sys-
tem, Intel Core i7-6700K 4GHz CPU, NVIDIA GeForce GTX
1080Ti GPU, CUDA 10 and TensorFlow 1.13. The framework
we used for the ERFNet deep learning model is [39]. We
trained the network on images of size 1024 × 512, for 800
epochs, with different learning rates. The inference time for
an image is 24 ms. Some results can be seen in Figure 3 for
the synthetic data and in Figure 4 for the real drone images.

V. CONCLUSIONS

In this paper, we presented a survey of state-of-the-art sim-
ulators and synthetic datasets used for computer vision tasks.
We talk about their strong and weak points, suggest improve-
ments for them, and present the addition of an aerial camera
to the CARLA simulator. We also discuss the importance of
synthetic datasets when applied on real data classification with
two case studies on a deep learning framework, and conclude
that the best results are achieved when the network is trained
on a large synthetic dataset and then fine-tuned by adding
real-life data.



In the future, more work needs to be done to simulators
to obtain correct and complex annotated images. Augmenting
techniques can be used to enhance the realism of synthetic
images, and automatic dataset generation can be achieved.
When recording data for training, attention must be paid to
have consistency across all classes and a sufficient number of
representative ground truth labelings.
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