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Abstract—Drone perception systems use information from
sensor fusion to perform tasks like object detection and
tracking, visual localization and mapping, trajectory planning,
and autonomous navigation. Applying these functions in real
environments is a complex problem due to three-dimensional
structures like trees, buildings, or bridges since the sensors
(usually cameras) have limited viewpoints. We are interested
in creating an application that is aimed towards inspection of
forests with a focus on deforestation, with the main objectives
being building a 3D semantic map of the environment and visual
inspection of trees. In this paper, we evaluate three new datasets
recorded at various flight altitudes, in terms of class balance,
training performance on the semantic segmentation task, and
the ability to transfer knowledge from one set to another. Our
findings showcase the strengths of these datasets, while also
pointing out their shortcomings, and offering future development
ideas and raising research questions.

Keywords— class balance, drones, knowledge transfer,
semantic segmentation.
I. I NTRODUCTION
Unmanned aerial vehicles (UAVs) can be employed for a
large range of tasks, from aerial photography to surveying
and mapping, from agriculture to civil engineering, and even
for various computer vision tasks. Current professional drones
are operated by human pilots, and their navigation autonomy
is given by GPS (Global Positioning System) receivers and
autopilot controllers.
Research is focused on developing object tracking
algorithms that would allow the drone to follow a person, for
example, and autonomous navigation which can be obtained
using camera sensors that capture the environment and
process it to obtain a flight trajectory. Discussions are carried
out regarding issues like connectivity, privacy, safety, and
scalability which have to be addressed to increase the system’s
reliability. In our previous work which was disseminated in a
master’s thesis [1], we presented several usage areas for drones
and identified a key research domain: detecting and monitoring
deforestation.
Lately, extreme meteorological events have affected forest
ecosystems. Rainfall, typhoons, and heavy snowfall are some
examples of threats, as discussed in [2]. Heavy weather
events can damage trees, causing them to break and fall.
Assessing the aftermath of such conditions needs fast and
flexible methods, therefore drones are employed for remotesensing of affected areas. They can be sent on survey missions

a) DroneDeploy [3] - a region crop from one large size image recorded
over an orchard, together with object labels.

b) Ruralscapes [4] - example of color image and semantic annotation from
the dataset, in a rural area.

c) Mid-Air [5] - frame extracted from a spring sequence, together with the
label image.

Fig. 1: Three datasets considered for working on developing
forest surveillance algorithms, taken at different flight
altitudes: a) DroneDeploy [3] - satellite imagery, b)
Ruralscapes [4] - high altitude drone recordings, and c) MidAir
[5] - low altitude synthetic aerial images.
to observe the ecosystem and analyze forest structures, gaps,
and other characteristics of interest.
Deforestation in Romania has become a significant problem,
and various videos or maps showcase the severity of
the situation. A report presented by Spiegel [6] states
the following: ”The Carpathian Arc contains the largest
contiguous forested region in Central Europe. Roughly
one-third of the area of Romania – 6.6 million hectares

(16.3 million acres) is forest, but Romanians are seeing it
hemorrhage on a daily basis. A 2012 study by Greenpeace
revealed that the equivalent of three football fields filled with
trees is disappearing every hour. The Romanian government
estimates that roughly 4 million cubic meters (141 million
cubic feet) of lumber is illegally removed by forest workers
every year – enough to fill one and a half Cheops pyramids.”
These worrying statistics of illegal deforestation, together
with the lack of personnel and difficult access to some areas
require the use of drones as a surveillance solution to monitor
the state of the forests. We, as researchers, are interested
mostly in understanding the distribution of tree species, their
evolution, and maintenance activities such as cutting trees,
planting new ones, and cleaning the environment by removing
dead vegetation.
In this paper, we take a look at three new aerial datasets
and assess their importance and usability in the field of drone
surveillance of forest areas. This is especially important for
researchers looking to find helpful training data to test their
algorithms, as these image datasets have large variability
in terms of flight altitude. As it can be seen in Figure 1,
DroneDeploy [3] is taken from satellites and contains mostly
orchards, Ruralscapes [4] is recorded from high-altitude drone
flight and contains large forest areas, while MidAir [5] consists
of highly realistic synthetic recordings of both orchards
and forests. Since these datasets are newly released, little
information is known about them. We aim to present their
most important characteristics, looking at three areas: class
balance for the task of semantic segmentation, performance on
deep learning training, and the ability to transfer knowledge
between themselves.
The rest of the paper is structured as follows: in Section
II, we take a look at state-of-the-art methodologies for deep
learning, and present drone applications in the domain of forest
surveillance. Then, in Section III we present the experimental
setup by showcasing the analyzed aerial imagery datasets and
the evaluation metrics which will be further used in Section IV
for assessing various aspects of these training sets. We end the
paper by presenting the conclusions and future development
ideas in Section V.
II. R ELATED W ORK
Perception is the first step to achieve autonomous
navigation. The environment is recorded with various sensors
such as cameras, laser scanners, and radars, and specific
algorithms are applied to achieve scene understanding. This
task is difficult in dynamic environments due to a large
number of sensors, varying day and weather conditions
(sunny, cloudy, spring, winter, etc.), as well as different
types of factors that can create noisy sensor recordings (for
example, dust or fog) and even loss of GPS signal when
localization is needed. Deep learning has emerged and brought
solutions such as sensor calibration/registration, sensor fusion,
object detection and tracking, semantic segmentation, behavior
learning and prediction, learning how to autonomously
navigate an environment, etc. Developed networks use large

amounts of training data, and researchers work with prerecorded datasets like KITTI [7], Cityscapes [8] or ImageNet
[9] to solve the previously mentioned tasks. However, these
have some disadvantages like small sizes, limited complexity,
or repeating scenarios and environments.
A. Deep Learning
Semantic segmentation is gaining more attention because
it serves as a precursor for scene understanding. It takes
as input a color image and outputs a semantically labeled
image in which each pixel is labeled with the class of the
object it belongs to. This method increased in popularity with
the growth of deep learning techniques, which most often
use Convolutional Neural Networks (CNN) that surpass other
existing approaches in both accuracy and efficiency. If we
look at the history of the ImageNet competition, we can find
the winning methods and observe how they evolved. From
AlexNet [10] in 2012, to VGG-16 [11], GoogLeNet [12], and
lately MobileNets [13], the networks got deeper by adding
more layers, thus improving their performance.
Several other methods exist, such as selective search using
CNN features [14], networks based on Regions with CNN
features like in [15], or different variations of CNNs like
in [16]. [17] introduces an online single target tracking
deep learning method that combines CNNs with Correlation
Filters (CF) - algorithm that learns to differentiate an image
patch from its surroundings by solving a regression problem.
GOTURN is presented in [18] for training objects at 100
fps (frames per second) by predicting from pairs of images.
Several other object detection frameworks exist, such as
SPPNet [19], RCNN [15], Fast RCNN [20], Faster RCNN
[21], RFCN [22], Mask RCNN [23], YOLO [24] and SSD
[25], that are explained in detail in [26].
The authors of [27] propose the model DeepLabv3+ which
is a combination between an encode-decoder network and
a spatial pyramid pooling module to capture contextual
information at multiple scales. The Atrous Spatial Pyramid
Pooling (ASPP) component allows the extraction of rich
semantic information by performing convolutions with various
stride steps. To reduce the computational load of the network,
depthwise separable convolutions are used. Their encoder
employs the ASPP module to apply convolutions at different
rates, while the decoder is composed of simple steps of
convolution and concatenation.
Encoder-decoder networks like [28] are a variation of DNNs
used for semantic segmentation tasks, that are composed of
an encoder which takes an input image and generates a
high-dimensional feature vector by aggregating attributes at
multiple levels, and a decoder that takes a high-dimensional
feature vector and generates a semantic segmentation mask
and decodes features extracted by the encoder. The encoder
can be composed of convolutional and pooling layers, while
the decoder is composed of upsampling and convolutional
layers, followed at the end by a Softmax classifier for each
pixel. Some variations exist, like DeconvNet [29] which uses
a similar upsampling approach called unpooling, or U-Net [30]

which is employed for biomedical image segmentation. It uses
entire feature maps instead of pooling indices, which are then
transferred from the encoder to the decoder, and concatenated
to perform convolution. This makes the network larger and in
need of more memory.
Since neural networks are computationally and memory
intensive, the authors of [31] propose three methods to solve
these issues and compress the model. Pruning aims to cut
redundant connections from the network, keeping only the
important ones. Trained quantization reduces the number of
bits used to represent connections from 32 to 5. Huffman
coding uses encoding techniques to store weights and index
values for faster retrieval of information from the network.
B. Drone Applications
Drones can be used to take aerial photography or to create
videos of different types of scenery, because they are easy to
employ and cheap, and come together with cameras that can
record high-quality images from various altitudes. There are
some challenges in autonomous UAV cinematography [32] like
flight regulations that have to be respected, data privacy and
security - avoiding losing the data to hacker attacks that can
happen when an insecure connection is used, cinematography
requirements - planning the shots and frame compositions,
together with the trajectory of the camera, and autonomy
issues - given by the low-life of the battery. Aerial photography
can be also used for ecological management of different tree
species [33], and for monitoring tree heights in forestry [34].
UAVs can cooperate to create the map of the environment
using a stereo camera system [35], where each component of
the swarm performs a SLAM algorithm independently from
the others and a controller is used to position the vehicle in
the resulting observed map. In [36] is presented a method
for obstacle avoidance based on the Lucas-Kanade technique,
and in [37] scene reconstruction is solved using a monocular
camera from which depth and motion are estimated.
The authors of [2] have developed a method based on
structure from motion (SfM) to observe the consequences
of natural hazards in a cedar forest in Japan. The main
cause of the forest disturbance was heavy snow, while the
various disturbances ranged from broken stems to dead trees.
Point clouds were constructed by combining multiple images
obtained by flying a drone over the site, and they were
analyzed by classifying the trees into classes like healthy,
broken stem, tilted, uprooted, or dead.
The topic of remote sensing for forest measurements is
tackled in [38] for the generation of accurate point clouds at
different levels of UAV altitude, image overlap, and weather
conditions. Image processing algorithms such as Structure
From Motion (SFM) enabled the creation of automated
perception systems that can capture detailed information both
in 2D and 3D at a high spatial resolution which is not possible
when other systems such as airborne or satellite remote sensing
are used.

III. E XPERIMENTAL S ETUP
In computer vision, the main bottleneck towards achieving
accurate results is the labeling of images and videos. However,
ground truth data is not always available, or it is incomplete.
For the task of semantic segmentation, both color and labeled
images are needed, but the second type can only be obtained
from manual annotations. These are time-consuming - taking
up to one hour for a single image, and are difficult to obtain as
the color images often contain ambiguous or blurred elements.
In the next subsections, we take a look at three aerial imagery
datasets and present the evaluation metrics we will use to
assess their qualities.
A. Aerial Datasets
A real-world dataset is DroneDeploy [3], which contains
high-resolution images, with ground truth data for elevation
maps and semantic labels. The 56 images are taken from
high altitudes, using satellite imagery, and contain the classes:
building, clutter, vegetation, water, ground, car and ignore. The
scenarios are complex, therefore we can extract areas with
vegetation and trees for our testing purposes. The exposure of
the color images is high, and they do not display weather or
daytime variations.
A novel dataset is Ruralscapes [4], which was recorded
in Eastern Europe, in rural areas. The authors provide an
annotation pipeline for videos that applies interpolation to
automatically map labels between two hand-annotated frames.
The provided semantic classes are land, forest, residential,
haystack, road, church, car, water, sky, hill, person, and fence,
spanning across 812 manually-labeled images. There is only
one weather condition (sunny), but there are shadow variations
due to a slight change in the daytime.
Game engines are a powerful tool for researchers, as
they provide a high level of realism and high-quality data
recordings. Mid-Air [5] is a complex synthetic dataset for
low altitude drone flights in unstructured environments, as the
authors present it. It is comprised of . It can be therefore
used for learning tasks such as object detection, depth and
optical flow estimation. The data can also be excellent ground
truth for a SLAM methodology, and the environment is
realistic, containing forests, roads and water areas. There are
three seasons - spring, fall and winter, and four weather
conditions - sunny, foggy, cloudy, and sunset, recorded from 54
trajectories, each containing 2,045 realistic sequential frames.
It contains 12 object classes: animal, tree, dirt ground, rocky
ground, ground vegetation, boulder, water plane, man-made
construction, road, train track, road sign, and other man-made
objects.
B. Evaluation Metrics
The task of object detection, classification, and recognition
was tackled by many researchers, for both 2D images and
3D representations. With the rise of CNNs, the accuracy kept
on improving, as more and more layers were added for the
training models. However, the amount of input data is also
very important - the performance of the networks increases

with the number of training labeled images. The importance
of the label quality and quantity is discussed by the authors
of [39], who conclude that having coarse annotations is more
important than the quality of individual labelings. When we
introduce the drone in a new environment, there is a high
risk that the system will not perform well since in real life
there is a high variety for each semantic class that we try
to detect. Therefore we look at ways to assess the quality of
the dataset by looking at 3 metrics: class balance, precision
and IoU results for the task of semantic segmentation, and
knowledge transfer capabilities.
Class imbalance represents the problem of disparity in
the class distribution of a training dataset. This means that
some classes appear in more images (like road and sky do
in Cityscapes [8]), while others are under-represented (for
example, poles or fences). Any network will have difficulties
learning the spatial representation of classes that appear less.
The main solutions to overcome this problem are assigning
class weights either at the starting point, by taking into account
class proportions while performing the weight initialization
step, or at the end, by performing a bootstrapped cross-entropy
loss [40] or a focal loss [41]. Class re-weighting techniques
and human assigned driving importance are combined by the
authors of [42] to solve the problem of class imbalance.
The latter method assigns driving importance weights: 3 is
the highest importance level composed of dynamic, moving
objects, 2 - static objects, and 1 - other objects with low
importance. We want to present how classes are distributed in
the three chosen datasets by computing the pixel percentage
per class in terms of the distribution:
d=

class pixels
∗ 100%
total pixels

(1)

For the task of semantic segmentation, we want to exploit
the highly-performant Efficient Residual Factorized Network
(ERFNet), which is an encoder-decoder network with residual
connections. These are an improvement to classic neural
network approaches because they avoid the degradation
problem which appears in models with a large number of
layers, thus allowing the network to perform better. ERFNet
is composed of 3 modules: a factorized residual network
module with dilations, a downsampling module inspired by
an inception module, and an upsampling module. We use the
implementation provided in [43], which uses Tensorflow as
a deep learning platform. It was originally used with inputs
from the CamVid dataset [44], but we changed these to fit
our data. Data augmentation is applied, with the following
operations: shadow augmentation - random blocks and shapes
of different intensities are overlayed over the image, random
rotation - between −30◦ to 30◦ , random crops - between 0.66
and 1.0, random brightness - between 0.5 and 4 with a standard
deviation of 0.5, random contrast - between 0.3 and 5 with a
standard deviation of 0.5, random blur - apply a small amount
of blur, and random noise - shift the pixel intensities with a
standard deviation of 10. Since the distribution of classes is
imbalanced, the method from [45] is used for class weighting.

It assigns to a semantic class a weight based on its probability,
and a constant c that is manually set to 1.10 [46]:
weightclass =

1
ln(c + probabilityclass )

(2)

We train the network for 200 epochs while decreasing
the learning rate to ensure that the loss is minimized. The
inference time for an image of 512 × 512 is of 7.5 ms for
an NVIDIA Tesla V100 GPU. We report results for two
metrics: precision - the fraction of relevant instances among
the retrieved ones, and IoU - Intersection over Union (also
known as Jaccard index), which measures the accuracy of an
object detector on a particular dataset. These can be computed
from the confusion matrix, which tells us the number of true
positives - the model correctly predicts the class, false positives
- an outcome where the model incorrectly predicts the positive
class, true negatives - the model correctly predicts the negative
class, and false negatives - model incorrectly predicts the
negative class. The corresponding formulas for these metrics
are:
precision =

TP
TP + FP

(3)

TP
(4)
TP + FP + FN
Researchers have worked on creating better network
architectures, with less focus on finding better methods for
data augmentation with multiple variances. Even if these were
found, they do not transfer well to other types of datasets
as expected. One idea is to adopt a semi-supervised learning
model. Such methods apply a self-learning or active learning
scheme where machine learning algorithms can automatically
pick the most informative unlabeled examples based on a
limited set of available labeled examples. Then, these picked
unlabeled examples are combined with the initially labeled
ones for training the object detector or classifier. We want to
compare the precision and IoU results before and after finetuning a network trained on a certain dataset with data added
from another one. To evaluate the knowledge transfer, we will
use the previously mentioned network and metrics, allowing
us to determine the level of convergence.
IoU =

IV. E XPERIMENTAL R ESULTS
In the following subsections, we present the results for the
three evaluation areas: class balance, semantic segmentation,
and knowledge transfer. We aim to analyse the datasets
DroneDeploy [3], Ruralscapes [4] and MidAir [5] and
showcase their advantages and disadvantages, while also
raising some research problems that can represent valid future
research ideas.
A. Class Balance Results
When looking at the class distribution for the DroneDeploy
dataset, seen in Table I, we can notice that the most prominent
class is ground. This is a very broad notion, as multiple
categories are contained in it, such as road, sidewalk, rocks,

TABLE I: The percentage of labeled pixels in the
DroneDeploy dataset [3].
terrain, etc. The distribution for vegetation and building is
equal, but we notice that a large number of pixels (11.02%)
are unlabeled or ignored. A small percentage of pixels from
the whole dataset are labeled as water, car, or clutter. The latter
also consists of various categories of objects. We notice that
this type of labeling is divided into very few classes, which is
understandable given the high resolution and the small ratio
of objects. Satellite imagery differs from classical recordings
taken from cars, for example, since the images are recorded
from a bird’s-eye view.
Moving on to Ruralscapes [4], we notice that the number of
classes increases as compared to the previous set, as presented
in Table II. The dominant ones are residential and forest, while
the rest are present in smaller percentages. We observe that a
very small amount of the total pixels is contained in half of the
classes, which can represent a difficult problem when object
detection and recognition are considered. A similar situation
is showcased in Table III, for the MidAir dataset [5]. The
dominant class is represented by ground vegetation, followed
by a large margin by trees and rocky ground. A very small
percentage of the dataset is contained in classes like empty or
road sign. We must mention that we inserted (and labeled) the
class sky since it was present in most images, and we have
moved the class animals into empty.
We observe that the common classes in the presented
datasets are buildings, different types of ground, vegetation,
water, and sky. We believe that these annotations consider
Cityscapes [8] as a baseline for how the environment is
divided into objects of interest. However, this might represent
a disadvantage as aerial images differ from typical ground
images in terms of object distribution, shape, rotation, and
size. Our intuition tells us that it will be difficult to combine
all these sets to train a network that can correctly output the
semantic segmentation of the scene.
B. Semantic Segmentation Results
To evaluate ERFNet on DroneDeploy, since the images
are very large, we have divided them into smaller ones,
and hereafter we refer with DD512 and DD2048 to images

TABLE II: The percentage of labeled pixels in the Ruralscapes
dataset [4].

TABLE III: The percentage of labeled pixels in the MidAir
dataset. [5]

of size 512 × 512, respectively 2048 × 2048, while DDR
represents a random square crop of the input data between
the two previously mentioned sizes. We want to see how the
network performs when the object size differs from one input
to another. The final results can be seen in Table IV. We can
observe that there are no distinguishable differences between
the various crop sizes, as the overall results are very close for
both metrics.
The authors of the original paper presenting the dataset
Ruralscapes use the F 1 score, which is based on precision
and recall, defined as follows:
TP
TP + FN

(5)

precision ∗ recall
precision + recall

(6)

recall =

F1 = 2 ∗

Metric
Precision

IoU

Dataset
DD512
DD2048
DDR
DD512
DD2048
DDR

Building
75.52
85.77
75.52
80.27
86.56
82.53

Clutter
63.35
58.03
59.40
55.81
52.80
56.78

Vegetation
40.40
46.19
32.11
47.09
41.80
49.29

Water
38.74
45.32
47.18
57.78
42.73
52.45

Ground
78.03
64.29
75.31
77.22
67.81
80.65

Car
40.58
35.71
42.13
49.01
51.86
48.99

Overall
56.11
55.89
55.28
61.20
57.26
61.78

TABLE IV: Precision and IoU results for DroneDeploy, with 3 square crop sizes of 512, 2048, and random.
Class
SegProp [4]
ERFNet [28]

Land
54.0
91.8

Forest
51.6
93.7

Residential
82.2
94.9

Haystack
58.6
68.7

Road
43.2
92.6

Church
38.2
96.6

Car
6.6
82.5

Water
14.6
96.0

Sky
98.5
99.3

Hill
40.7
95.3

Person
47.1
83.5

Fence
23.3
83.4

Overall
46.6
89.8

Ground
vegetati
on

Rocky
ground

Boulde
rs

Empty

Water p
lane

Man-m
ad
constru e
ction

Road

Train tr
ack

Road sig
n

Other m
a
made o n
bject

97.61
98.01
94.11
95.52

Dirt gro
und

IoU

Dataset
MA50
MA10
MA50
MA10

Trees

Metric
Precision

Sky

TABLE V: F 1 results’ comparison between SegProp [4] and ERFNet [28] reported on the Ruralscapes dataset.

86.17
88.91
75.99
79.48

72.47
82.59
59.81
66.60

86.53
90.45
78.57
84.93

71.56
74.54
58.22
64.32

67.99
74.64
39.82
46.43

-

94.48
96.06
88.73
92.17

-

98.86
99.35
97.93
98.64

-

-

65.31
82.61
52.08
68.86

Overall
82.10
87.46
71.69
77.43

TABLE VI: Training results on MidAir, while sampling the video sequences every 50th or 10th frame.
Metric
Precision
IoU

Dataset
MA2RS Before
MA2RS After
MA2RS Before
MA2RS After

Sky
86.75
98.08
86.25
97.60

Trees
86.13
95.88
8.88
90.69

Terrain
16.72
88.92
13.20
81.89

Empty
71.85
65.45

Water plane
0.44
61.35
0.42
60.57

Construction
95.07
89.94

Road
21.06
88.53
10.46
83.44

Overall
42.22
85.67
23.84
81.37

TABLE VII: Results obtained on ERFNet [28] trained on MidAir before and after fine-tuning it with Ruralscapes data.
We report their results and ours in Table V. Our proposed
framework performs better at classifying objects into all
categories, irrespective of object size, which proves the power
of encoder-decoder networks. A significant difference that
allows such a high accuracy score to be obtained comes
from the amount of training epochs. In our case, we train
for 200 epochs, ensuring that the loss is minimized, while
in the original work, only roughly 40 epochs are used. The
network performs the worst on the haystack category, as
this particular type of object is sometimes missing from the
manually-annotated ground truth images.
Since MidAir is a large dataset, we have decided to sample
two smaller subsets at every 50th and 10th frame (denoted
with MA50 and MA10), an approach that follows the weakly
supervised scenario in which ground truth is provided only for
a small percentage of the images. Another important aspect
we feel it is necessary to mention here is the distribution of
training, validation, and testing subsets. For testing purposes,
we use trajectories with numbers 1, 4, and 29 of Cloudy,
Sunny, and Sunset, respectively 3 and 8 for Spring and Fall.
We do not make use of Foggy since there is an error in the
annotation that includes the sky in the dirt ground class. The
rest of the trajectories are used for training and validation, with
an 80 : 20 ratio. This enables us to obtain unbiased results
since the environments have not been ”seen” by the network.
We present the results in Table VI, and it is obvious that better
values are obtained when a larger amount of ground truth data
is given when training any model.

C. Knowledge Transfer Results
Since DroneDeploy has a different recording perspective,
we were not able to successfully combine it with any of the
other two datasets. The objects’ shape, size, and texture vary
too much for the network to be able to generalize features,
thus obtaining low accuracy scores. The features of interest
for our use case scenario are trees, which are recorded from
very different perspectives, making it difficult for an encoderdecoder type network to learn a representative feature map of
this class. This holds true for any size of the crop region, since
even if the recorded area contains fewer classes, there is no
resemblance to those of other sets.
Therefore, we combine MidAir and Ruralscapes, by finetuning ERFNet. Firstly, we have defined fewer common
classes: sky, trees (includes forest and haystack), terrain
(or land), empty (contains car and person), water plane,
construction (residential, church and fence), and road.
Secondly, we first train the network on MidAir and then test it
on Ruralscapes, and as we can notice from Figure 2, first row,
the only classes that are moderately detected are the sky, trees,
and road. Since the results are promising, in the last step we
fine-tune the network by training it on Ruralscapes images. We
have divided the full resolution input image into two halves
that were added to the learning data. Then we tested the results
on both inputs and notice that the values improved drastically,
as Table VII displays. We also observe that the data is divided
more equally into classes, which was rather pointless in the
first iteration (note classes empty and construction).

Fig. 2: Semantic segmentation results obtained by training
ERFNet [28] on MidAir and testing on Ruralscapes. From left
to right: RGB image, ground truth semantic annotation, and
resulting semantic segmentation. From up to down: before and
after fine-tuning.

This variability can influence a network negatively, as the same
feature receives different labels.
For future work, AirSim [47] is considered as a proper
solution for developing frameworks that can solve the task
of control, since it contains accurate drone physics modeling.
This simulator is built on top of Unreal Engine 4, which comes
with complex materials, lights, and shadows for recording
photo-realistic imagery [48]. It has a higher level of realism
than other simulators, due to the many available environments
like ZhangJiaJie mountains in China, Forest (dense Redwood
forest), TrapCam (dynamic forest environment for camera
detection of animals), Plains (Windmill farm), Coastline
(short segment similar to Maui’s Hana road), Africa (uneven
terrain and animated animals), and Mountain Landscape
(with power lines). Even though there are inconsistencies
regarding the semantic segmentation labeling, researchers can
take advantage of drone controls to further develop and test
navigation and control algorithms.
V. C ONCLUSIONS
In this paper, we have presented three aerial datasets
recorded at various flight altitudes. Since we are interested
in developing applications that are focused on tree detection
and distribution, we assessed three metrics: class balance,
the performance of semantic segmentation, and the ability
to transfer knowledge. We presented the experimental
methodology, together with in-depth results’ evaluation, and
raise awareness on some shortcomings each set displays, while
also proposing improvements.
In the future, we plan to take this work further with
the focus on two tasks: creating a 3D environment map
using Structure from Motion to generate a geometric and
semantic representation of the environment, and developing
an application that can detect deforestation. Such a system
will allow an accurate representation of the environment, by
modeling the objects into classes of interest, which further
allows accurate tracking, autonomous navigation of the drone,
and forest surveillance.

Fig. 3: Two consecutive manually annotated frames from
Ruralscapes, using the annotation tool presented in [4], that
display visible differences in class distribution.
D. Discussion
We believe that MidAir [5] can be used for all the tasks
of our research problem, starting from object detection, to 3D
reconstruction, localization, and mapping, while the real-world
datasets Ruralscapes [4] and DroneDeploy [3] can be used for
training a weakly supervised network, with a few changes
to the logic of semantic classes and maybe re-annotation.
We mention this as we have noticed inconsistent manually
labeled annotations in consecutive frames. For example, in
Figure 3, even though frames 1450 and 1500 capture the same
environment at a small rotation degree difference, the second
ground truth image is divided differently, especially for classes
residential and terrain, while introducing a new class (fence).
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